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Abstract

Today log traces are widely used to identify and prevent violations of corporate information
systems. The most recent logging trend is to manage most level 3 ISO/OSI traffic via pcap-
compatibile output. But use of syslog is still very widespread, as are the security issues it
entails, especially in its 'pure' version. This paper outlines the basic syslog problems as
foreseen in the RFCs, examines the 'secure' alternatives to the protocol (and relative
implementations) and proposes a transmission approach based on covert channels which,
applied on the LINUX platform, might answer some of the intrinsic reliability problems which
undermine its effectiveness as a digital forensic tool.
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1. Syslog asa Transmission Protocol for System Events According to
RFC3164

Syslog is unquestionably the most widely used and accepted standard for logging system
information. The protocol's specifications and requisites are fully described in RFC 3164, and
it not necessary here to repeat the description of the basic architecture and the different
formats. Instead we shall focus on giving an overview of its weaknesses, in particular with
regard to the non compliance of 'basic' syslog with the most fundamental requisites of digital
forensics, among them of course its inability to guarantee the integrity of the data.

2. TheWeak Points of 'Basic' Syslog
2.1. Overview

Despite its popularity and widespread use, the syslog protocol is intrinsically unsecure.
Indeed the protocol specifications themselves cite gaps in the definition of the standard.
Although some of these shortcomings are remedied in RFC 3195, this standard is far from
being widely implemented and the majority of logging systems do not conform with its
recommendations.

For this reason we should list the main drawbacks involved in using this protocol to collect
and maintain a consistent series of data to be used following an incident or for routine log
reviews.



For clarity we should break the problems down into 3 categories:

= Transmission related problems
] Message integrity problems
= Message authenticity problems

For each of these categories we will look at examples of possible attacks which highlight the
dangers associated with using this logging protocol.

2.2. Transmission related problems

As we know, syslog relies on UDP to transmit messages. This makes communication
between the two parties unreliable by definition. On top of this, messages generated during
network transmission between the source host and the destination host may be lost entirely.
This can only be solved by using as a transport substrate a reliable protocol like TCP which
uses transmission notification, following an initial handshake phase. Some implementations of
the syslog daemon (e.g. syslog-ng) allow you to choose the underlying communication channel
to be used. Another solution is to use a point-point connection (e.g. serial line) or a dedicated
subnet to collect system logs, but this option is rarely adopted, for obvious reasons. Let's take
an example of a hacker with access to the communication network between source and
destination. The attacker could passively listen to the communication channel and delete any
messages that reveal their presence. This cannot be detected because there is no notification
mechanism or sequential numbering of the messages sent.

2.3 Messageintegrity problems

A second intrinsic problem with the protocol is that it does not provide, except at the IP
packet level, any mechanism to safeguard the integrity of the message produced. This means
an attacker can capture, change and reintroduce into the network a message in transit from the
source host to the destination host without leaving any trace. Note that merely adding a field
for a checksum or a hash to the message doesn't solve the problem. Sticking with the same
example, all the hacker needs to do is recalculate the error control code or the message hash
and overwrite the existing one to avoid suspicion on the part of the destination host.

2.4. Message authenticity problems

Finally, there is no mechanism to verify the source of the messages. In effect the remote log
collector does nothing more than listen to the specific port and write the messages it receives to
disk. This opens the door to a range of problems linked to the possibility to exploit such 'trust'
in the source to cause disservice or introduce false information into the system. One possible
scenario might be as follows: once the hacker has gained access to the system, he generates
false alerts and transmits them to the remote host until its disk space is full. Having done that,
he could then operate on the system safe in the knowledge that his activities, though
monitored, are not being registered on the remote host. This type of intrusion does not require
any special expertise. We could illustrate a possible program designed to create a disservice of
this type on a remote host log with few lines of pseudo-code such as:



while (true){
ip.addr = ip.log host;

udp.dport = 514;

udp.data = random string();

The packet is not even required to contain all the fields it previously contained. This makes
it even easier to produce harmful messages.

Another way of taking advantage of the lack of message authenticity control might be to
forge ad hoc messages to distract the attention of the system administrator from real threats
taking place.

Once collected, syslog data must be stored safely to be used as proof in any investigation of
a system violation. However forensic analysis requires that the proof, i.e. the logs, satisfies the
following criteria:

= Admissible: they must conform with certain legal requisites to be valid in
court;

] Authentic: it must be possible to prove that the logs contain evidence of the
incident in question;

] Complete: the logs must represent the entire history of the incident and not just
a part;

= Trusted: there must be no doubts about how the data was collected, its
authenticity and its subsequent movements ;

] Credible: they must be easily understandable in court.

To bring the syslog system closer into line with the above requirements various versions
have been developed that furnish new implementations regarding both the secure transmission
of the data and its integrity and authenticity.

Currently numerous such implementations exist, including: modular syslog, SDSC Syslog,
Syslog Ng and Kiwi. Each of these has its strengths and weaknesses (especially for
implementation in a distributed environment).

Nevertheless they are all vulnerable to attack once the attacker identifies the type of traffic
involved and can then threaten the integrity of the entire system. This is why we are switching
our attention to Covert Channels.

3. Techniques and Tool Using Covert Channels
3.1. Introduction and definition

The commonly accepted definition states that a covert channel is "any communications
channel which can be used to transmit information using methods that violate existing security
policies'”.

A second definition similarly describes a covert channel as “any method that allows the
transmission of information via one or more global system variable not officially designed for

! Department Of Defense Trusted Computer System Evaluation Criteria. The translation is ours.



that purpose®”.
3.2. Categories

Covert channels can be divided into two main categories: storage channels and timing
channels. Their purpose is basically the same; they differ only in how the information is made
available.

The first category uses a shared global variable (an area of memory for IT specialists, for
example, or a letter for a prisoner) which acts as a transmission channel in which one of the
two communicating parties can make changes to be read directly or indirectly by the other. The
second category allows us to transmit information by modulating use of particular system
resources (CPU time, receipt of a packet and the relative response and so on), so as to exploit
the differences from normal operation to codify the information transmitted. We can also
create hybrid covert channels combining the two methods described above to make the hidden
channel even more difficult to detect.

Where earlier research focused on covert channels that allowed information flows between
different processes in the same system, more recently interest has shifted to allowing
information to be sent from one host to another using channels exploiting various possibilities
offered by network protocols that are today the basis of the Internet.

4. Networ k Covert Channels
4.1. Current use

TCP/IP protocols offer many ways to establish covert channels and transmit data between
hosts. Such methods can then be used for the following purposes (see next page):

] to by-pass perimeter security devices;

] to implement techniques to evade network sniffers and NIDS;

] to encapsulate information, encrypted or otherwise, in ordinary packets for
secret transmission in networks that prohibit such behavior (this is known as
TCP/IP steganography).

Here we will not only discuss techniques for manipulating TCP/IP headers, but also those
used for the ICMP protocol and higher levels such as HTTP and DNS.

Let us now turn to some of the common techniques used to create covert channels and
describe the tools to implement them.

4.2. Information codingin | P headers

TCP and IP headers provide numerous fields in which information can be sent secretly. The
figure below shows the header format for the IP protocol.

% Estimating and Measuring Covert Channel Bandwidth in Multilevel Secure Operating Systems, by Shiuh-Pyng
Shieh. The translation is ours.



Figure 1. The|P protocol header
In this case the only field that can be used to set up a covert channel that is not easy to detect
is the Identification field, which we will look at more closely below.
The header of the TCP protocol provides several possibilities, but again the covert channel

must be difficult to detect and the best field to use for this is the SN (Sequence Number) field.
The TCP header looks like this:

Figure 2. The TCP protocol header

We can use the Sequence Number field in two ways: using the Initial Sequence Number or
the Acknowledge Sequence Number.

4.2.1. Manipulatingthe IP ID field

The ID field of the IP protocol is used by routers and hosts to reassemble the packets
received. It works by giving a unique value to every packet so that they can be reassembled
correctly after fragmentation.



This method substitutes the ID field for a value that represents the information (for
simplicity we can use an ASCII character) to be coded and sent. The transmission is not altered
in any way, only what is transmitted, and the recipient only has to read the ID field and
translate it, using a decoding algorithm, into the ASCII value which the source intended to
transmit.

Here is a brief example of traffic received by Tcpdump showing how the text string
(“MICKEY”) can be transmitted to a Web server. The decoding algorithm subtracts one from
the ID field and then performs Mod 256 to obtain the original ASCII value.

67
89

77 Ascii(‘I")
75 Ascii(‘E’)

73 Ascii(‘C")

Ascii(‘'M")
‘K 69 Ascii('Y’)

Ascii( )

10:38:59.797237 IP (ttl 47, id 26702) foo.bar.com.57459 > test.bar.com.www:
Becoding: .. (26702 — 1) mod 256 = 77 = ‘M’
10:39:00.797237 IP (ttl 47, id 34378) foo.bar.com.48376 > test.bar.com.www:
Becoding: .. (34378 — 1) mod 256 = 73 = ‘I’
10:39:01.797237 IP (ttl 47, id 36164) foo.bar.com.17583 > test.bar.com.www:
Becoding: .. (36164 — 1) mod 256 = 67 = ‘C’
10:39:02.797237 IP (ttl 47, id 23884) foo.bar.com.26587 > test.bar.com.www:
Becoding: w (23884 — 1) mod 256 = 75 = ‘K’
10:39:03.797237 IP (ttl 47, id 27206) foo.bar.com.18957 > test.bar.com.www:
Becoding: w (27206 — 1) mod 256 = 69 = ‘E’
10:39:04.797237 IP (ttl 47, id 20048) foo.bar.com.31769 > test.bar.com.www:

Decoding: .. (20048 — 1) mod 256 = 79 = ‘Y’

This method uses a forged ad hoc packet with correct destination and source fields and the
coded information contained in the ID field. The remote host receives the data by listening to
port 80 with a daemon that can distinguish the covert channel packets from regular HTTP
requests, decode the former and send the latter to the Web server.

The method is fairly robust and easy to implement, but we can see that it is also fragile and
vulnerable to failure if there is a firewall or a natting machine in place between the two hosts.
In that case the IP header could be altered with a resulting loss of data. In addition this system
can easily be detected because the ID field values are not randomly calculated but pre-
determinable.

4.2.2. I nitial sequence number method

In the TCP protocol the ISN value guarantees flow reliability and control. Every byte
transmitted by the TCP stream has an 'assigned' sequence number. Each connection (defined as
a pair of sockets in communication) can be used for several flows and the stronger the ISN
calculation algorithm the more streams are available. At the moment of connection the client
host must determine the ISN value and launch the so-called “three-way handshake”.



The ISN field is ideal for transmitting clandestine information because of its size (32 bit).
We can exploit this field in a similar way to the example given above. An ISN value is
generated from the ASCII character that we wish to code and transmit. The packet with just the
SYN flag active is the one that contains the coded data. The recipient only has to read the ISN
value and, in the following example, divide this by 65536%256 = 16777216. Below is an
example showing transmission of the string “MICKEY”.

Ascii('M") 77 Ascii(‘'I") 73 Ascii(‘C") 67
Ascii(‘K’) = 75 Ascii(‘E’) = 69 Ascii(‘Y’) = 89

12:11:56.043339 foo.bar.com.57645 > test.bar.com.ssh: S
1300938487:1300938487(0)
Decoding: .. 1300938487 / 16777216 = 77 = ‘M’

12:11:57.043339 foo.bar.com.46235 > test.bar.com.ssh: S
1235037038:1235037038(0)
Decoding: .. 1235037038 / 16777216 = 73

1T

12:11:58.043339 foo.bar.com.46235 > test.bar.com.ssh: S
1140809246:1140809246(0)
Decoding: .. 1140809246 / 16777216 = 73

cr

and so on.

Note that the calculated ISNs are very close to each other and this could raise suspicions in
anyone paying close attention. However, with 32 bits available, one could adopt ISN
calculation algorithms that produce much more random results. Such values would be more
credible making the covert channel less likely to be detected.

4.2.3. Acknowledge sequence number method

This method depends on the use of IP spoofing allowing the sender to 'bounce' the packet
off a remote server and on to the proper destination. The technique fools the recipient into
thinking that the server off which the packet was bounced is actually the source host, thus
achieving an anonymous communication, but only in one direction. This type is covert channel
is very difficult to detect, especially if the bounce-server is heavily loaded.

This technique rests on a particular feature of TCP/IP protocols whereby the destination
server responds to the connection request by sending a packet with an ISN increased by one.

The sender needs to forge an ad hoc packet changing the following fields:

= source IP;

. source port,

= destination IP;

= destination port;

] TCP Initial Sequence Number containing the coded data.

The choice of the destination and source ports is entirely arbitrary. The destination IP must
be that of the bounce-server, and the source IP that of the destination host. The packet is thus
sent by the client to the bounce-server, which proceeds to forward it to the destination machine
(with the ISN increased by one) for decoding.



A correctly configured router/firewall should not allow a packet with the ACK flag active to
pass, if it does not recognize that the destination host is responsible for opening the connection.
Widespread use of stateful racket filters means that this method is becoming increasingly
ineffective, but it may still work if the configuration can be altered. Using known bounce-
servers (.mil, .gov web sites, for instance) may also block other types of filters which might be
applied on the destination host network.

4.3. Covert channelsusing | CMP tunnels

Even today many systems are vulnerable to this type of covert channel which were
discovered as long ago as 1996. The only requirement in order to send clandestine information
via ICMP packets is that the system permits ICMP_ECHO traffic.

Many consider this kind of traffic benign, as indeed it is in scope, the ICMP protocol being
used to test or measure network performance or for network management. ICMP packets are
encapsulated in the IP datagrams. The first 32 bits of the ICMP header are always the same and
the rest of the header may contain any of fifteen different types of message allowed by the
protocol.

The ICMP messages that are vulnerable to this 'defect' are ICMP_ECHO (query) and
ICMP_ECHOREPLY (reply). But while we can send queries and get responses, the protocol's
design also makes it a potential vehicle for hidden data-streams. The utility Ping, for example,
sends and receives just such messages. So how can we send and receive data using an ICMP
tunnel?

ICMP_ECHO messages allow you to enter information in the Data field, normally used to
hold information on delay times and so on. However, the Data field is not subject to control by
any particular device and can therefore be used to send arbitrary data thus creating a covert
channel.

44. HTTP/Stunnels

Various factors may be taken into consideration when designing a covert channel based on
HTTP, and there is no one way to do it. For instance one could look at the server model to be
implemented (such as http daemon, proxy or CGI); how to confuse the traffic so as to disguise
the channel further (proxy chains, generation of noise, etc.); or the type of functionality
required. Having examined these aspects, we can turn to actually applying the model in
practice; what http methods to use (GET, CONNECT, POST...).

It may be useful, as with any covert channel implementation, to consider steganographic or
cryptographic techniques to further confuse anyone observing the traffic generated and render
the communication even more invisible.

In principle, though, there must be two processes capable of working in synchrony: one
inside the network from which we wish to obtain information (or the network into which we
want to intrude) and another on the outside. The external server should be accessible from the
inside and if contacted must not raise the suspicions of any controlling mechanism, whether
automatic or not. Typically, given that we are dealing with HT'TP requests, the server must act
as if it is capable of processing such requests, while the client should send suitably coded
information formally presented as normal HTTP requests.

HTTP-based covert channels can therefore take many forms, making the protocol the ideal
vehicle for anyone wishing to hide illicit traffic.



Many open-source and closed-source tools use HTTP tunnels for a wide variety of purposes.
For example, tools designed to "track a stolen computer, wherever it is, as soon as it is
connected to the network" will send the necessary locating information by, say, e-mail
invisibly using covert channels based on TTP tunnels. The SOAP protocol (RPC over HTTP)
is itself based on the use of HTTP tunnels.

So covert channels are not used exclusively for illicit purposes. Studying the loopholes
which network protocols involuntarily leave open can provide valuable input for useful
projects.

Two tools we might mention whose function is worth examining, even for merely academic
purposes, are hcovert and GNU http-tunnel, whose code is freely available over the Internet.
To find out more about HTTP tunneling and see a few of the possible techniques it affords,
readers should go to Exploitation of data streams authorized by a network access control
system for arbitrary data transfers: tunneling and covert channels over the HTTP protocol,
available to read at the site www.gray-world.net.

4.5. DNS

The possibility of using ordinary DNS requests/responses to send all kinds of data has
aroused great interest recently. In 2004 Dan Kaminsky demonstrated tools that allowed him to
achieve SSH sessions and to transmit/receive audio traffic via normal DNS servers, though he
is not the first to exploit the weaknesses of the DNS protocol.

DNS manages a hierarchical naming system (.com; .bar.com; .foo.bar.com) and this leads us
to a number of interesting considerations. If we can control a DNS server, thanks to the
authority granted by a certain name domain, we can change the tables which provide the
information needed to satisfy the client requests.

Exploiting this feature it is clearly possible to create a covert channel using certain records
from the DNS table. What is surprising is the 'bandwidth' available. Using the CNAME record
to code transmitted information we can send/receive 110 bytes per packet, while the TXT
record gives a full 220 bytes per packet. This is an enormous amount of data when compared
with that offered by TCP and IP headers.

Many tools use this technique. We should just mention NSTX and note that rumors abound
that botnets and other malignant code may be able to exploit DNS servers to exchange
clandestine data. It will surprise no-one if the next generation of viruses and worms use
precisely this method to synchronize themselves and receive the command to launch another
DDoS of the sort we have become used to in recent years.

The DNS protocol does however share a number of similarities with the HTTP protocol:

] DNS works on block of data;
= DNS does nothing until the client submits a specific request;
L] DNS works on character sets (Base32 / Base64).

As we have seen above, many tools have been developed to exploit HTTP tunnels. Given
the similarities between the two protocols, there must be numerous ways of using DNS for our
purposes and tools similar to the existing ones for HI'TP. The effective implementation of
these techniques can be studied in the work of Dan Kaminsky, who developed the
OzyManDNS, a proof-of-concept downloadable off the Internet.

A final remark on this technique regards the fact that whereas for HTTP and numerous other
protocols the first products to filter requests are becoming available, this is not yet possible for



DNS and for various reasons it is quite unlikely to happen near term. Meanwhile, intense DNS
traffic could easily raise suspicion. This is only partly counter balanced by the high bandwidth
(max 220 bytes per packet) the method offers. From this standpoint, it is still far more effective
to use a HTTP tunnel when a sizable transmission bandwidth is required.

5. SecSydog: Proposal fo a Syslog Daemon Using Covert Channel

There are numerous open and closed-source implementations of the syslog protocol
available. Each of these adds functionality to the protocol's original features and answers
specific known weaknesses. Today, given the importance of logs both for troubleshooting and
for legal purposes, it is widely considered essential, for instance, to guarantee that messages
reach their destination, and that the communication remains unaltered, secure and secret. Each
version brings both advantages or disadvantages over the others, so the choice is purely a
matter of personal preference based on a detailed understanding of the particular version and
additional features it offers, weighed against the added complexity of configuration.

In this section we wish to describe a possible implementation of a new system logging
solution using covert channel communications and list the advantages and disadvantages it
offers over other softwares.

5.1. Why use DNS covert channels?

Why might it be useful to use a covert channel? Let's imagine the case of a company that
has many branch offices and needs to centralize its logs. How can it send these without
keeping the Syslog service publicly open?

Some syslog daemons allow you to authenticate the clients that are allowed to send
messages. Although this is easy to configure, the syslog messages are still transmitted in the
clear and require the log service to be public on the net. It might be a good idea to tunnel the
messages in SSH encrypted sessions, but this simply shifts the problem onto another service
that you may want to close with a firewall. Another solution could be to use a VPN, but
configuration is expensive and in some cases costly to maintain.

None of the above ideas is inherently wrong. Any decision has to take into account a variety
of factors: simplicity, cost, availability, and so on. What advantages does a covert channel
offer in this case, especially considering the peculiarities of the DNS service?

If we want to implement a project using covert channels we have to consider the task to be
performed. By analyzing the requisites we can decide which techniques are best suited to
provide the desired solution. We could start by examining the data transmission bandwidth
required.

What kind of data does a syslog client transmit to the server? How frequently are log
messages sent to the server? As we mentioned earlier, if we need to contact the server many
times it might be a good idea to mask the covert channel in a very common type of traffic, like
HTTP GET or DNS queries. This would make the communication less visible and suspect.

Syslog is simply a system for exchanging text strings. This does not exclude a priori the use
of HTTP tunneling, but this offers a huge amount of bandwidth, most of which is unnecessary.
The syslog daemon does not make very heavy demands since it only needs to send strings of a
few characters at a time. On the other hand, techniques using TCP and IP headers are hardly
suitable either. They provide limited bandwidth so that a single message might generate an
enormous volume of traffic which would quickly attract attention.



Furthermore, DNS tunneling techniques are interesting and as yet little used. The fact that
there are still no application filtering techniques (unlike those for HTTP) gives this method a
big advantage. Indeed it is likely that viruses and worms in the future, if not already, will base
their communications on DNS covert channels.

One other advantage is the very widespread availability of DNS servers. Every
medium/large company has one or more internal DNS server, some of which are also
accessible to various clients in the subsidiaries. Often the service is not even filtered.

In practical terms, a DNS covert channel can be used to send logs invisibly from branch
systems to a centralized SecSyslog server at another site miles away, by simply 'bouncing' the
data off the DNS at the second branch's premises. What better solution to send syslog messages
between geographically distant locations transparently and almost invisibly? What better way
to hide a data flow than passing under the nose of anyone wishing to intercept the messages?

Such considerations explain why sending logs with SecSyslog via a covert channel is so
powerful, and why DNS tunneling provides an excellent solution to the problem.

5.2. Suggested implementation

The figure shows a rough diagram of how the SecSyslog project might work. Below we
describe the problems faced and the solutions that we are examining to resolve them. As the
project is still only at the design stage, these might not be the best or most workable solutions,
but it illustrates a possible application of DNS to establish a covert channel.

DMS query

DS response (syslog msg)

SecSyslog server

Figure 3. Basic ar chitectur e of SecSyslog implementation

Basically the idea is to achieve communication by bouncing the information off a DNS
server on which certain hosts (SecSyslog clients, the sources of information) may write the
data to be sent by modifying the tables on a particular area managed by the server. Meanwhile,



the real destination —the SecSyslog server— makes a number of queries to obtain records from
the DNS server which in turn will answer these by forwarding the data originally transmitted
by the client.

The first problem to be addressed is to ensure that the requests sent to the DNS server reach
their destination, i.e. to guarantee the integrity of the transmission. DNS is based on UDP but it
can also answer TCP requests. In the DNS communication mechanism the client tracks all
UDP requests and waits for the answer 'task executed'. If no answer is forthcoming within a
given timeframe the client sends a second identical request through a TCP session.

At the moment of writing we have demonstrated that, in any case, if the dimension of the
packet containing the request is higher than 512 octets, it is immediately sent via TCP. In this
way the problem is resolved by the DNS service protocol itself.

5.3. Authentication of clients

Interaction with the DNS server involves modifying its tables, but we cannot allow a
situation where the DNS server is open to editing by anyone. Basic principles of security
require that we look at a way to authenticate and authorize specific subjects to make the
necessary changes.

In solving this problem implementation of the Dynamic Update mechanism on the domain
name servers can be of use to us. By configuring the system accordingly (using allow-update{}
inside the zone definition) we can declare that, among the various queries received from the
clients, only update requests with specific signatures may be successfully executed. In effect,
the DNS server defines, for each zone managed, who can alter the tables and who cannot.

We can also use the allow-query{} construct to define which hosts may request to read
records for a specific zone and get their queries answered. Such mechanisms (or DNS server
equivalents other than BIND, which we use) allow us to control who can send and who can
receive SecSyslog messages.

5.4. Authenticity and integrity of messages

In order to guarantee the legal validity of the logs transmitted, we must be able to guarantee
the authenticity and integrity of the syslog messages received through the covert channel.
SecSyslog provides these guarantees via DNS Security Extensions, using asymmetric key
cryptography and various hashing algorithms. Encryption also provides a further level of
secrecy to the message and prevents unauthorized publication of the logs.

The DNS server publishes the public key for write access via specific records (KEY and
SIG), thus allowing the clients to download it and control its authenticity by verifying the
signature. The DNS server may periodically adopt a new key, so it is helpful to implement a
mechanism to synchronize the key updating event with the downloading by the clients.

Once the syslog message is encrypted, the results of the three most widely used hashing
algorithms —MD5, SHA1 and RIPE-160—are added, in specific order, below the message.
The encrypted message and the three hash values thus constitute the effective payload which is
sent to the DNS.



5.5. How communication wor ks

The figure below illustrates the communication algorithm for publication of the syslog
message and downloading by the server. Each passage is described in detail below.

Figure 4. The algorithm for SecSyslog communications

These are the steps taken by the SecSyslog client to publish the messages.

1. The client encrypts the message to be sent and calculates the three hashes,
adding them at the bottom to complete the payload.

2. The client updates the message header inserting the timestamp of the previous
packet, the length of the encrypted message, the number of parts contained within it,
the current part number and the message ID.



3. The client updates the DNS zone publishing the header and payload in a TXT
field for the host by the name of <HOSTID><timestamp>, where the timestamp is the
current time (calculated at the moment the packet is composed) in tai64 format. This
value must be stored for inclusion in the header of the packet to be sent later, so as to
recreate the full list of packets transmitted.

4.  When the last packet containing the last part of the syslog message has been
published to the DNS, the client must update its own CNAME field, the
<HOSTID>LW. This record is used as a list index', i.e. a starting point for reading the
messages to be downloaded by the server. In other words the timestamp of the header
represents the 'marker' for the previous item.

The tasks performed by the SecSyslog server to download the messages are as follows.

1. For the controller host, the server asks the DNS for the alias corresponding to
the last published message, sending a query to <HOSTID>LW.

2. The server now knows the last message published by that client and can thus
query the TXT record to download the last packet sent, requesting the
<HOSTID><timestamp> corresponding to the alias.

3. The server reads the packet header, finds the timestamp of the previous packet
and continues to download packets corresponding to that timestamp, in effect
repeating step 2, until it reaches the timestamp of a message already downloaded.

4. Having filled the message stack, the server can now process the data received
to write the messages into log files for the configured host.

5. After a brief wait, the server can check another of the configured hosts and
download new syslog messages. The waiting time must be brief enough to enable it to
check all the hosts before the DNS cache expires (TTL).

Note that with a little tuning of the TTL, the DNS server cache will not be unnecessarily
overpopulated since the old syslog messages sent to the client are automatically deleted from
the DNS daemon when the cache expires.

Below we can see the format of the packet sent by the client and published to the DNS
server. This example uses the TXT record which allows it to publish 220 bytes, 18 of which
for the header.

Figure 5. Draft for the proposed SecSyslog message
6. Further stepsand conclusions
To date we have completed the daemon architecture and we are writing the code to be

submitted for in-depth testing at the IRItaly laboratory (Incident Response Italy) located at the
DTTI in Crema. Implementation studies will be largely geared to verifying in practice what we



have described above, with particular reference to the forensic compliance of the daemon we
have decided to implement. We believe this project may represent a valid alternative to
advanced syslogging systems such as those cited at the top of this paper and that the
SecSyslog, as described, can guarantee reliability for a system that was not developed for
Digital Forensic purposes, but which can satisfy these functions when circumstances require it.
In most criminal trials in which we have been called as expert witness the defense attorney has
questioned the integrity of the syslog produced as evidence, citing its vulnerability to
interception and attack by hackers. We believe that, after satisfying certain implementation
requirements, the SecSyslog daemon will be ready for peer review (we are aiming to publish
our results on sourceforge by the end of 2005) and stable implementation in architecture
requiring secure and forensically compliant stealth-based syslogging.
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addressed regard information attacks and especially defensive systems, computer and network
forensics on incident handling and data recovery methods. Third party is related to research in
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